Reducing data centre risk by addressing the human
element

Data centre failures are expensive, typically costing hundreds of thousands of
dollars in direct and reputational costs, sometimes millions. By Operational
Intelligence.

For mission critical applications, the infrastructure is often designed with a high level of
redundancy to minimise downtime. The increased CAPEX is justified by the anticipated
reduction in downtime as it allows equipment to be maintained and/or fail without impacting
the primary business function. However, the systems may become complex with many
operational interfaces. Such systems require a high level of training and knowledge to
operate them, particularly to recover them when things don’t go according to plan.

Failures will always happen and are usually due to a combination of events. It's therefore
imperative to accept this important fact and train the operations team on their reaction to
critical failure events. Reducing Mean Time to Repair (MTTR) is an essential element in
high availability systems, and therefore any failure event or near miss must be considered
an essential learning opportunity. Root Cause Analysis is a tool which can be used to
analyse what contributed to the failure and identify lessons learned to reduce the risk of
failure in the future. Most failures in data centres are caused by human error; over 70%
according to The Uptime Institute. This is an action or decision which was not intended and
may include violation of procedures. Though often well-intended, this can lead to failure.
Human error covers many elements - including both operator and organisational issues —
and can be identified and managed.
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Figure 1. Causes of data centre failures
Failure rate

Risk can be reduced through learning, both at the organisational and individual level.
Organisational learning is characterised by maturity and processes, whilst individual
learning is a function of knowledge, experience and attitude. Failure rate reduces with
experience; in a critical facility it is important to have specific knowledge of the facility under
operation. Operators need a solid technical understanding and experience of the systems
installed. Attitude is also important; the ability of an individual to learn and share
information greatly reduces risk. Errors may be due to any number of issues, such as poor
design, distraction, time pressure, workload, competence, morale, noise levels and
communication systems. An environment where both organisational and individual learning
are developed helps reduce failure rate and can equip operators with the know-how to
reduce energy wastage more effectively.
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Figure 2. The universal learning curve shows how failure rate reduces with experience
Processes, design and testing

Experienced data centre operators usually have detailed processes in place to ensure
change is controlled and risk mitigated in their facilities. The operability and maintainability
of the design is important, as is commissioning. Thorough testing at handover involving the
operations team demonstrates how the systems are designed to operate in several
scenarios and allows the operators a unique experience to test out their procedures.

Induction and training

Induction and ongoing training are important to ensure that operators keep their knowledge
up to date and are ready to react when intervention is required to restore the systems to
their normal state. Maintenance is often outsourced, and it is important that subcontractors
are also aware of the risks of working in critical environments. Unawareness is a form of
human error that also causes failures. In reviewing many failure events a recurring theme is
a lack of awareness that a particular sequence of events would have a problematic
outcome. For example, unawareness of the impact of switching, and how a system should
react.

It's important to understand that you can never get to zero failures, as indicated in Figure 2.
Facilities with good procedures and experienced operators can still be vulnerable to
complacency, and experience failures from a sequence of previously unknown events.
This is well-documented in many industrial examples. NASA'’s space programme employs
some of the world’s best engineers and has achieved many successful missions, however
there have still been some catastrophic failures in their history with intervals of many years
between them.

Reliability & availability
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But what about improving reliability through design? Reliability is the probability that a
system will work over time, given its mean time between failures. Adding redundancy
should improve availability. This is true in theory; however, additional redundancy usually
also means increased complexity which can make the infrastructure more difficult to
operate; there may be many different variations in the way that systems can operate, and
the users need to know how to react to each.

For example, a 2N system is the minimum requirement for a SPOF-free (single-point-of-
failure free) system, in which two or more simultaneous events result in a failure. In a 2N
scenario, the two discrete systems can be designed to have no interaction. This creates a
simple design with limited complexity. However, facilities are rarely designed in this way
and may use automatic disaster recovery changeovers between both systems, rather than
simple mechanical interlocks. Although the design remains 2N, the number of variables and
complexity has increased exponentially. The training and knowledge requirements to run
the systems are therefore increased.

Availability is the percentage of time a system is available or ready to use. For a 24/7
operation the target is 100% availability, but it's already been noted that everything fails
eventually, meaning 100% availability is impossible. In reality, the objective may be to get
as close to it as possible (at the right cost). So, what is the right level of uptime? Is 99.9%
uptime enough? In a year this would mean around 9 hours of downtime. And this may not
be planned downtime. It may not be one event of 9 hours, but several shorter events
totalling 9 hours. An electrical power disturbance which impacts the critical IT load can last
milliseconds, however the service to customers may take several hours to restore. For
some businesses this level of availability may be appropriate to the service they provide,
but for others it may be too much or too little. In reality, availability and the associated risk
needs to be considered within the business context, and on a case-by-case basis.

Conclusion

Human error is the largest contributor to data centre downtime. Continual site-specific
training, a design of reduced-complexity, and knowledge transfer at site handover to the
operations team are all important in reducing the risk of data centre failures due to human
error.
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