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Abstract

The data centre industry has been improving its energy efficiency in recent years.
Operators compete to differentiate their performance, often using the PUE metric to
demonstrate their ‘green’ credentials. Data centres differ from other building types in
that they are not usually fully loaded immediately after completion and handover. The
IT load grows over time and may take several years to reach design load (if ever),
with the facility operating for considerable periods at part load. It is therefore
important for designers to consider how their infrastructure scales with load. Any
design will have elements of fixed and variable overheads for power and cooling
systems; the best scalability is achieved when the fixed losses are minimised. These
fixed losses result in a worse PUE at part loads (it tends to improve as load
increases), although part load in itself need not be a reason for poor performance. By
analysing the energy breakdown of a facility at its present load condition, it is
possible to benchmark performance, independently of PUE and identify facilities with
high potential for efficiency improvements. This allows facilities with different designs,
ages and actual performance to be compared, for example, within an operator’s
portfolio, although their starting points and energy improvement solutions may be
different. Using these techniques, operators can focus their energy optimisation
activities.
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1. Introduction

Energy efficiency has become an important issue in data centre design and operation
in recent years, due to increasing energy prices [1] and policy pressures [2]. The
operating temperature ranges of IT equipment have increased [3] allowing significant
reductions in refrigeration energy and total free cooling is possible in many climates
[4]. Energy reduction opportunities also exist in legacy facilities, although there may
be restrictions on the target level which is achievable or cost effective, particularly
where the site must remain operational throughout any upgrade works or changes.
PUE (power usage effectiveness), defined by The Green Grid [5] is the most widely
used metric for data centre operators to describe their energy efficiency. Some data
centre design briefs and operating contracts now contain targets for PUE
performance at different loads, e.g. 25%, 50%, 75% and 100%. However, often data
centre operators do not know if their poor energy performance is real or apparent, i.e.
will it remain poor or improve when IT part loads increase? For example a part load
PUE of 5 could result in a full load PUE of either 3 or 1.5. The answer to this lies in
the scalability; how close can the design PUE be maintained throughout the entire
range of IT part loads. This will be examined in this paper by using the constant load
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factor, which is the ratio of constant load within the mechanical and electrical (M&E)
loads, excluding the IT loads. The data centre load is the sum of the IT load plus the
M&E loads, which are either constant or variable loads in terms of IT load. Variable
M&E loads include compressors, pumps and fans with variable frequency drives
(VFDs), copper losses in transformers, UPS losses, whilst constant loads include iron
losses in transformers, minimum operating number of pumps/fans without VFDs,
lights and generator heaters.

DC \  Fans, pumps,
compressors that vary

| with load.
7 UPS losses / Cu losses

__, /\ Fans, pumps constant
\4\3?’ -7 speed, min N limits
: > FAAHU,
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” Txiron losses
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Figure 1 Data centre load breakdown

The importance of optimising efficiency at part loads e.g. through modular design,
forms part of the European Code of Conduct for Data Centre Energy Efficiency Best
Practice document [6].

Newcombe et al [7] use a similar concept for the entire data centre loads (M&E and
IT loads) referred to as Fixed to Variable Energy Ratio metric (FVER). Work
continues to define metrics which encompass the data centre IT efficiency [8], [9].
This paper deals more specifically with the M&E loads.

2. Analysis of data centre loads

The following graph indicates data centre load in terms of varying IT load:
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Figure 2: Data centre and IT load percentage graph

The facility performance before optimising energy efficiency is represented by the red
quadrilateral. In this example the IT load during the year over which PUE is
measured has varied from 60 to 70%, thus defining the right and left hand sides of
the quadrilateral. The upper line corresponds to the peak summer load and lower
line corresponds to the minimum winter load. Both of these lines have to converge to
the same point at minimum IT load (i.e. 1kW), as the specific heats at constant
volume and constant pressure do when approaching the absolute zero temperature
(zero Kelvin). The upper and lower red lines converge to 40% on the vertical axis in
this case. This value corresponds to the constant load (composed of iron losses in
transformers, minimum operating number of pumps/fans without VFDs, lights,
generator heaters, etc.). The quadrilateral, bounded by the minimum and maximum
IT load and seasonal variations, encloses all of the operating conditions throughout
the year (every instantaneous PUE value during the year could be plotted within this
box) and the average of all these conditions is represented by a single dot (red), the
data centre PUE. Similarly, the instantaneous PUE at any IT load can be plotted
within the boundaries of the red line triangle, with the average operating condition
bisecting this shape, i.e. this represents the trendline of the actual behaviour which
varies with season and load. There is also a worst case design peak load (not
shown) which exceeds the summer peak load and occurs following a mains failure
event during extreme ambient conditions where M&E loads are higher due to
increased cooling load caused by recovering from high internal temperatures and

UPS batteries recharging, where applicable.

It is interesting to note the linearity of these operating lines, i.e. the red line that
intersects the constant line and the red dot. This is discussed in detail in the BCS
paper Data centre energy efficiency metrics [10]. It analyses how some loads vary
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more or less linearly with load, i.e. compressors and UPS losses; their part load
inefficiencies are important as they are generally worse at lower part loads. Other
loads vary with the cube law, particularly those related to VFDs on pumps and fans
[11]. In reality the theoretical factor of 3 is reduced in practical terms to values as low
as 2.3 due to part load inefficiencies of variable speed drives, motors, fans and
pumps. Furthermore, if the system is controlled by maintaining a constant pressure,
typical of secondary chilled water pumps, then the power will vary directly with the
load, because the power varies with the ratio of flow and pressure. Many loads are
staged with part loads, i.e. chillers, pumps, cooling tower, etc. so they become quasi
linear. Copper losses in transformers and cabling vary with the square of current
(load). Overall, there is a combination of different ways in which the load varies with
part load, where the inherent efficiencies of part loads (square or cube laws) are
offset by the part load inefficiencies. From extensive modelling and experience with
these systems, the authors agree with the finding of the BCS paper that the data
centre load varies in a quasi-linear mode with the IT load and that it is appropriate to
model energy consumption on this basis, however as capacity is added in a modular
fashion, step changes in PUE may be observed.

All the lines of constant PUE start at the origin of the graph. The initial PUE value
(red dot), is 2.6 for this legacy data centre. At full load the PUE reduces to 2.4 and at
5% load the PUE is 10. In theory the PUE at zero load is infinity (constant load
divided by zero).

The ideal case is to have zero constant load. In that case the operating line coincides
with the PUE line, as the same PUE is maintained for all loads = perfect scalability.
The gradient of this line is equal to the PUE, which is the inverse of the Data Centre
infrastructure Efficiecy (DCIiE), defined by The Green Grid [5].

m_ = PUE =—
DCiE

[1]

The worst case constant load is when the load is fixed with no variable loads at all,
i.e. M&E loads remain the same whether IT load is 1% or 100%. In this case the
operating line will be parallel to the IT load line (0,0 to 100%, 100%). The gradient of
this line is equal to 1.

Mnin = 1

The operating line will have a gradient between this minimum and maximum value.
The constant load “c” is defined as the ratio of constant load compared to the full
M&E load. This is equivalent to the Fixed Overhead defined in the BCS paper Data

centre energy efficiency metrics [10]. In this case “c” is 0.4. In theory the maximum

value of “c” is equal to PUE-1 and its minimum value is zero.
0<c<PUE-1 [2]

The concept of scalability was first discussed by The Green Grid [12] and it was
defined as the ratio of the operating gradient to the ideal gradient.
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Se = _ Mo [3]
Mo PUE

max

The best scalability is when the operating gradient equals that of the PUE line,
therefore the maximum and ideal value of scalability is 1. The worst value of
scalability is when the operating line has a gradient of 1 and hence the worst
scalability is equal to 1/PUE. Therefore, the range of scalability is:

DCIE <Sc<1 [4]

Figure 2 can be used to analyse the impact of improvements made to the energy
efficiency of a data centre. The initial performance is indicated in red for the last year
before the improvements were made and the blue quadrilateral represents the first
year after the improvements were made — constant and total M&E load is reduced.
For convenience it is assumed that the time differential to implement the
improvements is small, although this is not important; the key point is that PUE
assessment has be carried out for an entire year. It is possible to normalise the
results in order to complete the analysis without waiting for one year’s worth of data,
however the method for doing this is outside of the scope of this paper.

The starting point (in red) is an annual PUE of 2.6 with a part load of 65%, whereas
the improved point (in blue) is a PUE of 1.87 at part load 75%; at 100% load the PUE
is 1.8 and at 5% it is around 4.5. With this representation of initial (red) and final
(blue) operating lines it is possible to establish the PUE improvement at either the
original part load (65%) or final part load (75%) and even at full load (100%). This
allows a fair comparison of PUE to be made, because it compares the performance
at the same part load. At this point is it possible to calculate the carbon reduction in
one year, using the difference of the data centre load for the same part load and the
energy conversion factor for grid electricity stated by the Carbon Trust [13]. In this
case, comparing at a part load of 75% and assuming an IT full load of 1000 kW the
reduction of CO; during a year would be:

kg CO,

Reduction of CO, = (1.9 — 1.45) - 1000kW - 8760h - 0.5246 W

= 2,068 tn CO,

In some cases the reduction in M&E load realised by implementing energy saving
measures may be offset by an increase in IT load however by plotting the before and
after values in this way it is possible to project what the total data centre load would
have been with IT load growth but without M&E efficiency improvements. Reducing
the M&E infrastructure energy consumption may also release additional capacity for
IT load which can have further important cost implications.

It is possible to express DCIE for any part load in terms of the full load DCIE,
scalability and IT part load as follows [14]:

DCiE,,, - PL

DCIE,, =
T 28)+ Se- PL

[5]

In Appendix 1, the derivation is provided to calculate scalability in terms of the full
load DCIE and the constant C, which can be used in the expression above.
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The purpose of the expression 5 is to calculate the average data centre infrastructure
efficiency (and hence average PUE) over the entire range of IT part loads (from 0%
to 100%), in terms of the full load efficiency and scalability, as this varies across the
range.

PL=1 PL=1 . )
DCiE,y, = f DCiE-d(PL) = f DCIE,y, PL “d(PL) =
PL=0 A, (1=S8c)+Sc-PL
DCIE,, - (Sc- PL +(Sc-1)-In(Sc-(PL-1) +1)) e [6]
Se? PL=0

This results in the following weighted average of DCIE:

DCiE,,,. . = DCIE,,"

average

[7]

Sc+(1-Sc)-In(1-Sc)
Sc? }

Therefore the weighted average PUE for the entire range of IT part loads (from 0% to
100%) is:

[8]

average

2
PUE,,. =PUE,," [ Sc ]

Sc+(1-Sc)-In(1-Sc)

Given that the PUE at full load is not enough to analyse the efficiency of a data
centre, these equations allow facilities to be described by a single metric of PUE (or
DCiE) which takes the part load issue into account by expressing it in terms of both
its full load efficiency and scalability.

What is not clear is which values of scalability are poor or good, i.e. is the constant

load “c” too high or low enough; how can performance be benchmarked? This will be
addressed in the next section using the specific M&E load vs IT load graphs.

3. Analysis of Mechanical and Electrical (M&E) loads

The graph below represents M&E part load plotted against IT part load. The vertical
axis of Figure 3 below is the M&E load, expressed as a ratio of M&E full load. Note
that the part loads of both axes are represented as a ratio of unity rather than as a %.
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Figure 3: Mechanical & Electrical (M&E) and IT load graph

The first point to note is that the condition of full M&E and IT loads (1, 1) represents
the full load condition with the full load PUE line noted as PUE100 and starting from
the origin (0, 0).

Like the previous diagram, the operating line is indicated between the constant M&E
load at zero IT load to the full load condition for both IT and M&E. This operating line
is the average annual load; the summer and winter peak lines will both start at the
constant load C and lie above and below the operating line, as described in Figure 2.
The operating line shows how the M&E load has a constant element and a variable
one, which is zero at 0% IT part load and increases to its full variable load at 100% IT
load. Therefore at full load:

M&E,,=C+Vyy =1 [9]
At any part load condition, the M&E part load will be:
M&E, =C+V,, =C+PL-V,, [10]

The graph illustrates the constant M&E load in terms of the variable component.
Bands of good and poor scalability have been indicated in green when C<0.10 and
poor when C>0.25.
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There are also two non-credible zones on the graph:

- Below PUE100, because the part load PUE would have to be better than at full
load, which means that the variable load would have to be negative, i.e. increase
as IT loads reduce.

- Above M&E part load of 100%, because the constant load would have to increase
at lower IT part loads.

4. Practical Applications

The figure below shows the results from three facilities as their part load changes.
Although the design PUE or PUEqo values differ (=1.5, 1.2, 1.8) it is still possible to
compare their scalability and track how closely their part load PUE follows the
minimum PUE achievable at 100% IT load. For each facility, the PUE at different part
loads, scalability and average PUE has been calculated.

The first facility (triangle marker) corresponds to a legacy design with chilled water,
DX and constant speed fans where the design has not been optimised for part load
operation. The second facility (square marker) has a free cooling system and
containment installed but is not optimised and can be improved. The third facility
(circle marker) is an optimised legacy design in a warm climate. It has chilled water
and variable speed drives but it does not have free cooling.
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8 0.50 0.53 0.06 1.85
9 0.80 0.81 0.06 1.81

Figure 4: Example results

Although the first facility does not have the highest PUE at 100% load (or 80% load),
it has the worst scalability and highest PUE at lower part loads (10% and 50%) due
to high constant loads. The third facility has the highest PUE at 100% load (and 80%
load) but at lower part loads its PUE does not deviate too far from this value;
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although the M&E loads may be high, they are mostly variable and scale well with the
IT load. The average PUE describes this; in the case of a bad scalability, it moves
away from the PUE at full load, while in the cases of good scalability, it is closer to
the PUE at full load.

Using the average PUE, it is possible to calculate the energy cost for a given time
period for each facility; example results are shown the table below:

DC PUE100 Sc PUEav  Cost/10 years (Em) tn CO2/10 years
1.5 0.78 2.04 8.9 46874
i 1.2 0.97 1.31 5.7 30100
o 1.8 0.98 1.93 8.5 44347
Table 1 lllustrative results comparing impact of scalability on energy cost

and carbon footprint

The following assumptions were made: full IT load of 1000kW, energy cost £0.1/kWh,
10 years operation; the first year at 10% load, second year at 20% load and so on,
reaching 100% load in the last year. Following the same model and assumptions,
the amount of CO, emissions can also be calculated for the operational period. The
case with the worst PUE at full load does not give the highest 10 year energy cost or
largest amount of CO, emissions; but rather this is the one with worst scalability.

In Figure 5 below, data from 13 data centre facilities has been plotted. These vary in
terms of age, location, design, loading and PUE (actual and target). Three of the
plots fall into the non-credible zones and their data should be verified and replotted.
Eight facilities have results in the poor scalability zone and these should be targeted
for constant load reduction. Such an improvement may be of particular benefit for
the sites with low part load where the facility has many more operational years. The
annual energy bill, cost of energy and ease of upgrade are also factors to consider
when prioritising improvements.
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Figure 5: Example portfolio review

Once a facility has been assessed to determine whether its scalability has potential
for improvement (i.e. not in the ‘good’ band), the breakdown of constant and variable
loads should be identified; this is made easier where a metering and monitoring
system is in place. For most facilities the most significant opportunities to reduce
energy consumption are in the cooling systems. Many facilities will be able to reduce
the fixed load associated with air conditioning units fan energy. However, it is
important that modifications to systems are implemented in a controlled manner,
without compromising the reliability service level. An air management study is
recommended to determine the performance of the cooling in the data hall(s); this
identifies the range of server inlet temperatures, amount of bypass and recirculated
air and ratio of air volume supplied by cooling units and required by IT equipment. It
helps highlight issues to be addressed before any changes are made to improve
energy efficiency and quantify the target cooling unit fan speeds [15]. Additional
methods for realising efficiency improvements are discussed in the papers
Minimising Data Centre Total Cost of Ownership Through Energy Efficiency Analysis
[16] and Data Centre Energy Efficiency Analysis to Minimize Total Cost of Ownership

[17].

5. Conclusions

Understanding how data centre energy performance varies over the facility lifespan is
important for efficiency optimisation. By minimising the constant load component,
PUE can be minimised at all loads; optimising for scalability allows energy costs to
be minimised from day one. The analysis described in the paper allows for a
comparison between facilities with different part loads and energy performance as
considering scalability indicates the potential improvement achievable with respect to
the facility’s best achievable PUE.
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Figure 6: Data centre and IT load graph

From this graph it is possible to define the IT load at full load as:

IT,
[7100=P_2L [11]

With the PUE at partial load and the constant M&E load, the variable M&E load at
partial load is:

M &EV,, =IT,,-PUE,, —IT,, - M & EC [12]
And therefore the variable M&E load at full load is:

M&EV,,
PL

M &EV,, = [13]

By combining these results it is possible to obtain the Data Centre load at full load:
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DC,yy = IT,p + M & EV,y + M & EC [14]

Finally the PUE at full load is:

PUE,,, = DGy, [13]
IT{OO
The constant load “c” is:
_ M&EC [16]
M&EC+M&EV

Combining equations [3] and [16]:

m, _(DC-M&EC)/IT  M&EC
PUE DC/IT DC

Sc =
[17]

=1-C-(1- DCIE)
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