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Abstract

Data centres carry significant investment and operating costs, including energy costs.
The industry grows with our increasing demand for IT services and operators face
increasing pressure to reduce their environmental impact and deliver competitively
priced services to support users. However, many existing data centres were
designed without a ‘green’ design brief; priorities were focussed around infrastructure
redundancy. There are significant opportunities to implement modifications to design
and operation and reduce operating costs, particularly to cooling systems. These
include managing data hall air, operating at higher temperatures, using free cooling
and optimising for part load operation. By analysing where energy is used in the
facility, improvements can be targeted, most of which have short payback periods.
This results in massive reductions in energy (and sometimes capital) costs, whilst still
delivering a reliable service.
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1. Introduction

Increasing use of IT services results in the growth of data centres, which house the
IT infrastructure to deliver the required computer processing. Data centres may be
dedicated facilities or occupy space in a mixed use building and range from tens to
thousands of kW of IT load. IT hardware such as servers, switches etc. is kept in the
data hall (or server room) and may be rack mounted or stand alone. The mechanical
and electrical infrastructure which supports the IT equipment comprises power and
cooling plant such as back-up generators, uninterruptable power supply (UPS) units,
chillers, etc. housed in plant rooms, and the corresponding distribution systems. The
area required to accommodate the plant is usually at least the same area as the data
hall itself and is load density and redundancy dependent.

The total cost of ownership for a data centre may be described as having three

elements;

1) The capital cost or investment cost of the construction and installation of the
building, infrastructure and hardware,

2) The reliability costs, relating to the cost of failure / cost to avoid failure,

3) The operating costs, which include staff costs and consumables, of which energy
is @ major component.
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Figure 1 — Data centre total cost of ownership

These costs are significantly higher compared to those for an office building [7]. The

fit-out cost of the mechanical and electrical infrastructure also exceeds the building

fabric costs due to:

* the load density

* increased complexity

» use of specialist systems / equipment

* use of redundant systems and plant designed to provide reliability and allow for
concurrent maintainability (without downtime).

Data centres are described as mission critical facilities; they are essential for the
business to carry out its mission and hence any interruption in service, downtime or
unavailability usually has a significant cost impact. The cost of downtime varies
according to the business type, resilience architecture and specific activities
occurring in each particular data centre [2]. For example an investment bank may
see a significant loss of profits in the event that one of their data centres is not
functioning during the trading day. This is not just due to the inability to trade but
also the impact on their share price and reputational damage. The reliability costs
are intangible and do not appear in the company financial accounts. They are often
forgotten and investment cut due to ignorance or complacency if the organisation has
not experienced a failure for a long time.

Redundant power and cooling infrastructure contribute towards delivering uptime but
resilience can also be addressed at the application layer (through IT services /
software hosted at different facilities) and the human part of operating data centres is
also very important. In fact, the vast majority of failures are due to human error,
reported at around 70% in the data centre industry [3]. This is similar to analysis of
failures in other industries [4].

Data centre operating costs are high due the skilled staffing levels required to ensure
continuous operation (critical sites are manned 24/7) and the requirement to perform
maintenance out of hours to reduce the risk of impact to the business. Highly trained
staff also help to make the facility resilient; demonstrated by the speed at which the
service is restored to normal following a failure event. Energy costs are high due to
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the load densities. Many facilities have opportunities to reduce the energy
requirements of their mechanical and electrical infrastructure, which may be the
same load as the IT or even more. This may allow the available IT capacity of the
facility to increase.

When designing and operating a data centre, decisions should be made considering
the total cost of ownership, for example, investing more in the capital cost of the build
in order to benefit from a reduced operating cost during the facility lifetime; or
investing in redundant infrastructure to reduce the downtime of the facility. A
business case can be presented for different options which outlines their return on
investment.

Operators are under pressure to minimise their costs, whether this is internally within
the organisation for an enterprise data centre or in a colocation data centre, where
operators compete for customers and there is a stronger link between the data centre
operating cost and company profitability. Cost is particularly high profile in a
recession where budgets are tight. Spending restrictions may force data centre
operators to delay or avoid building new facilities and continue operating legacy
facilities. Often these will require upgrades to prolong their life in order to
supplement available capacity or replace ageing plant.

In recent years, the industry has started to focus on how to operate more efficient
data centres. The main drivers for this are:

* Increasing energy costs [5]

* Regulatory requirements

* Market pressures around Corporate Social Responsibility (CSR)

A 1MW IT load facility, with total load of 2MW and utility rate of £0.10 / kWh has an
annual energy bill of £1,752,000. If the rate increases to £0.14 / kWh, this represents
an additional annual cost of £700,800.

Government policy is increasingly driving data centre operators towards improving
their energy efficiency [6], for example the Carbon Reduction Commitment in the UK
which incentivises energy reduction by requiring qualifying companies to pay for their
carbon emissions [7].

‘Green’ issues now have a higher profile in the media and companies often publicise
their sustainability achievements in their annual report and marketing material. It can
provide a competitive advantage where customers make environmental performance
part of their decision making process. Many operators market themselves using their
Power Usage Effectiveness (PUE) performance and participation in the EU Code of
Conduct for Data Centre Energy Efficiency. Their customers may also expect to
receive some of the associated cost benefits.

New data centre designs are now in operation where energy efficient operation was a
requirement of the design brief; these have a significantly reduced energy cost and
often also a reduced capital cost. In some cases, the operator experience falls short
of the design expectation of energy efficiency. This also applies outside the data
centre industry; surveys of recently completed buildings regularly reveal massive
gaps between client and design expectations and delivered performance, especially
energy performance [8]. Itis important that a successful knowledge transfer and
handover strategy is in place to tackle this.
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It is also possible to implement improvements in legacy facilities despite the
restrictions associated with making changes to a live critical environment. Often
operators are concerned that energy efficiency could compromise reliability which
makes them reluctant to address this issue. This need not be the case, however it is
important that changes are managed in a way which minimises risk, usually involving
specialist vendors to optimise plant and systems.

2. Analysis

Analysis of the different components of a data centre’s energy consumption is made
easier where a metering system is in place, with sub-meters monitoring the power /
energy usage of the various loads. The building regulations state a target figure of at
least 90% of the estimated annual energy consumption to be assigned to different
categories of load [9]. Ideally, the metering system is configured for automatic
reporting of live consumption and trends.

The energy consumption of the different components of a data centre’s total load can
be broken down as follows, listed in decreasing order for a typical facility:
* |IT equipment
* Cooling systems supporting IT equipment and other technical spaces e.g. UPS
plant rooms:
o Refrigeration systems (including compressors and pumps)
o Air movement (cooling unit fans)
* Power systems supporting IT equipment:
o UPS system losses
o Generator heaters
o Lighting
o Electrical distribution losses

The recommended strategy when addressing data centre energy consumption is to
start with the root cause, i.e. the IT equipment, as any reduction of load made here
will in turn reduce the cooling and power requirements. The IT equipment load can
be reduced through consolidation and virtualisation.

* Rationalise
IT * Consolidate
* Virtualise
Flow
* Increase set points
* Reduce fan
volume
* Optimise
humidification

« Efficient
* UPS
* Lights

* Minimise
* Bypass
* Recirculation

* Renewable
sssssss

Figure 2 — Data centre energy strategy
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A popular metric for reporting a data centre energy efficiency is Power Usage
Effectiveness (PUE), defined as the ratio of total data centre energy consumed
(including for cooling and power distribution losses) divided by IT energy consumed.
Data Centre Infrastructure Effectiveness or DCIE is the inverse [10]. These metrics
indicate how efficient a data centre’s mechanical and electrical infrastructure is but
do not address the IT efficiency. Other metrics have been proposed to describe IT
efficiency but it has proven challenging to find something simple, easy to understand,
measurable and universally relevant to cover the range of computing output
occurring in data centres [11].

Typical legacy data centres which do not use free cooling have measured PUE

values of 1.8, 2 or higher (DCIE = 0.56, 0.5 or lower). New designs can achieve PUE
values of 1.2 or lower (DCIiE = 0.83 or higher).

2
1

Refrigeration

MECHANICAL
MECHANICAL

ELECTRICAL

ELECTRICAL

Figure 3 — Data centre PUE breakdown comparison

This is accomplished by minimising the energy consumption of the cooling systems,

through:

* Managing air in the data hall; minimise bypass and recirculation by physically
separating hot and cold air streams (through containment) and control on cooling
unit supply air temperature rather than return air to establish narrow range of
temperatures at IT equipment inlet

* Increasing operating temperatures to deliver air at the server inlet in line with IT
hardware vendor specifications, 18 — 27°C recommended and higher allowable
[12], in order to reduce refrigeration needs and increase free cooling opportunity.

* Reducing cooling unit fan speeds / air volumes through use of variable frequency
drives

Many legacy data centres suffer from poor air management which means that cooling
is not delivered to where it is required. Energy is wasted in creating very low
temperature air and moving around excessive air volumes but hot spots are still
present, where some servers receive air above the recommended / allowable
temperatures, which impacts reliability [712].

The diagram below shows a summary of non-managed legacy data hall air flows in
section with temperatures indicated by the colour scale and relative air volume by the
arrow width. Bypass (BP), recirculation (R) and negative pressure (NP) are present.
Temperature is controlled at the cooling unit return (top left). A range of air
temperatures are supplied under the raised floor. A significant proportion of the
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supply air from the cooling unit is bypassing the IT equipment and mixing with the IT
equipment return air. The IT equipment receives air with a range of temperatures
(location dependent) mostly due to mixing of recirculated warm air. With bypass at
50%, the 1200kW installed capacity of the cooling units cannot be realised; only
600kW is available for the IT equipment which is less than the 800kW cooling
demand. The cooling system is working as designed but it is not effective; hot spots
are present and energy is wasted. These metrics can be defined by the data hall
average server and cooling unit supply and return temperatures (Tii, Tio, Tco, Tci);
calculated using measured data [13].

1200kW

Figure 4 — Air flow diagram: delivered cooling

Where refrigeration is used, energy consumption of cooling plant and therefore PUE
varies with ambient conditions and is increased at higher temperatures. The outdoor
ambient temperature affects the condensing temperature and the evaporating
temperature is impacted by the cooling unit set points. Reducing the delta T between
the condensing and evaporating temperatures, through decreasing the condensing
temperature / increasing the evaporating temperature means less work is required in
the cooling cycle and hence improved efficiency is achieved.
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Figure 5 - Areas on T-s Diagram Representing Cooling Effect and Work for
Ideal Refrigeration Cycle

T. = Condensing temperature

Te = Evaporating temperature

W = Work (compressor)

Qe = Cooling (evaporator)

COPigeal = Ideal coefficient of performance

However, with the increased server temperature range requirements, free cooling (or
economized cooling) is possible throughout the world. The recommended and
allowable ranges A1-A4 for class 1- 4 equipment during operation are indicated on
the psychrometric chart in Figure 7 and summarised in the table below, as agreed by
hardware vendors and published by ASHRAE Technical Committee 9.9 [12].

Class Dry bulb Humidity Range, Maximum Dew
temperature (°C) non-condensing Point (°C)
Recommended
A1to Ad 18 to 27 5.5°C DP to 60%
RH and 15°C DP
Allowable
A1 15 to 32 20-80% RH 17
A2 10 to 35 20-80% RH 21
A3 51040 -12°CDP & 8% RH | 24
to 85% RH
A4 51045 -12°CDP & 8% RH | 24
to 90% RH

Figure 6 — Summary table of environmental conditions at IT equipment inlet
published by ASHRAE
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The London climate envelope is also shown shaded on the chart, with the inner
zones indicating the occurrence of more than 90% of annual hours. This data
suggests that ambient air at this location does not exceed the allowable maximum
temperature for class A2 and rarely for class A1 and hence free cooling should be
exploited.
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Figure 7 — Psychrometric chart indicating ASHRAE environmental ranges
classes A1-4 and London Gatwick weather data

There are various methods for implementing such a solution; direct air, indirect air,
water side etc. Different solutions are appropriate depending on the facility
requirements and location (climate, local environment). Air side free cooling
solutions can achieve lower PUEs; indirect air free cooling designs are effective in a
wider range of climates and allow reduced refrigeration requirements (direct air side
free cooling designs often have 100% refrigeration capacity installed for back-up).
Air side free cooling solutions have increased plant footprint requirements and hence
are usually only possible for new build facilities, thus water side free cooling may be
the only option where there are space restrictions, such as when retrofitting to an
existing installation [13].

Adiabatic or evaporative cooling is often employed as part of these solutions to
reduce refrigeration requirements particularly to treat hot dry ambient air. It requires
significantly less energy than refrigeration. The diagram below indicates that for a
cooling system where free cooling is available below 10 degrees, approximately 1000
additional hours of free cooling are available when adiabatic cooling is introduced,
which is governed by wet bulb rather than dry bulb ambient temperature.
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Figure 8 — Cumulative distribution of dry and wet bulb temperatures at London
Gatwick

In many climates, 100% free cooling or zero refrigeration is possible [14]. This
reduces the energy cost but also the operating cost associated with maintenance and
the capital cost by around 30%, as removing refrigeration plant has the knock-on
effect of reducing the maximum load and hence the electrical infrastructure can also
be reduced.
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Figure 9 — Additional plant and capacity requirements with refrigeration

An interesting analysis is to model the energy consumption of the refrigeration
system components across the range of design ambient temperatures and consider
the distribution of temperatures across this range i.e., what is the weighted average
consumption, in which zone does the system operate most of the time?
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Figure 10 — Example cooling system energy consumption analysis showing
variation with ambient temperature

In many cases, analysis of data hall air flows reveals that the volume of air moved by
the cooling units fans is far in excess of the volume required by the IT equipment.
Ideally, the volume supplied should be slightly more than the demand to maintain a
positive pressure in the cold aisle. A cube law relationship exists between the
volumetric flow rate and the power draw of the fan and hence minimising the flow
rate results in a dramatic reduction in energy consumption.

Page 10 of 15



CIBSE ASHRAE Technical Symposium, Imperial College, London UK — 18" and 19" April 2012

a
- P
o} r
2
8. Fan power
= characteristic
g at full speed
[2]
C
iy
| |
T | |
Il 1 1
| | |
| | |
Il 1 1
: : !
Full speed H 1 | Design operating
T 1 | point
1
@ i
o) H Fan output
5 ! | characteristics
1
] A
S ! H
© 75% full speed
®
17}
c i
e 20— [
1
50% full speed
25

Qvs vz Qw1
Volume flowrate, g,

Graph reproduced with permission of CIBSE
Figure 11 — Relationship between fan speed, power, flow rate and pressure [15]

Legacy facilities often have fixed speed fans, sometimes with redundant units on
standby. Often these can be retrofitted with variable speed drives (VSD also known
as variable frequency drives, VFD) and EC fans which use significantly less power;
the payback time for the former can be less than two years [16]; periods of less than
one year are also reported.

Fixed speed all run | Fixed speed Cooling units with VFDs
(4 + 1 redundant) (standby unit off) (@4/5 speed)

8 kW 8 kW 8*(4/5)"3 = 4 kW

8 kW 8 kW 8*(4/5)"3 = 4 kW

8 kW 8 kW 8*(4/5)"3 = 4 kW

8 kW 8 kW 8*(4/5)"3 = 4 kW

8 kW Off 8*(4/5)"3 = 4 kW

40 kW 32 kW 20 kW

Figure 12 — Comparative power draw example with five cooling units

In addition, this solution is more reliable than with one unit on standby, as upon
failure of a unit, the remaining units are already running and will increase their speed;
they do not need to start-up. Also there will be less wear on components running at
lower speed.
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There may be some energy reduction opportunities in the electrical distribution
system, such as provisioning UPS modules to match load plus redundancy to allow
operation at higher efficiencies, operating UPS in offline mode (particularly for UPS
supporting cooling fans and pumps where used), adjusting generator heater
setpoints, reducing lighting operating hours. However, options to make changes
made to critical power distribution may be limited where reliability cannot be
compromised.

PUE also varies with part load, with a minimum at full IT load and maximum at zero
IT load. Although mechanical and electrical energy overheads are reduced with a
low IT load, this reduction may not be proportional. These overheads have constant
and variable components; best efficiency is achieved when the constant component
is minimised.

DC

Constant
load

Figure 13 — Facility total load vs IT load

Part load efficiency can be improved by ensuring part load scenarios are analysed
during the design phase and optimising how the mechanical and electrical systems
scale with load. The effectiveness of how efficiency scales with load is defined as
scalability [77]. A modular design approach helps reduce energy consumption while
the facility operates below maximum load; the facility may operate in this state for
several years and may never become fully loaded. Designers should report on the
expected subsystem energy breakdown (from which PUE or DCIE can be derived) at
different part loads to allow operators to review whether the systems perform as
expected and investigate any anomalies.

It is important to note the limitations of PUE; it does not show the complete picture of
facility energy performance. It improves as IT load increases, as the mechanical and
electrical system overheads now become a smaller ratio of the total load. IT load can
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increase without additional servers being installed, for example, if the server fan
speeds increase, through operating at higher temperatures. This should be offset by
the savings to the cooling systems and the total energy consumed should be
reviewed in order to understand the impact.

A list of best practices is available in the EU Code of Conduct for Data Centres Best
Practice Guidelines [18], which include the recommendations set out in this paper.
The practices relating to power and cooling are described as ‘expected’, ‘expected
for new build or retrofit’ and ‘optional’, to assist operators in assessing which are
appropriate for legacy facilities / fit outs.

3. Case Studies

The following case studies describe the results achieved by a series of risk and
energy workshops held with data centre operational teams in two western European
locations in 2011. The objectives of these workshops were to produce
recommendations for reducing facility risk and energy consumption. The energy
efficiency improvements identified had to be achieved without impacting reliability
and their implementation managed so as to manage risk. Through knowledge
sharing and exploring opportunities in an open forum with different stakeholders, the
operational team had the confidence to propose changes and take ownership of their
implementation. The best achievable PUE for the installed system in each location
for a new build was identified in order to benchmark performance [13]. These were
1.5 and 1.23 respectively but the actual target figures identified were short of these
due to site specific restrictions and longer payback periods required to reach these
minima.

Case study 1:

The facility is a tier 3 legacy data centre with 3.2MW IT load at the time of the project
in an 8,000m2 data hall area. The PUE at the start of the programme was 1.85 and
some energy saving best practices had already been implemented. The cooling
system is a DX/ glycol condenser system with free cooling available at low ambient
conditions. A detailed study of data hall air performance and analysis of the cooling
system control strategies was undertaken with the operational team and
opportunities for improvement identified. These included completion of air
management improvements to minimise bypass and recirculation and changing to
supply air control in order to allow cooling system set points increases of 3°C. No
recommendations were made in relation to reducing the energy losses in the
electrical systems due to the high investment cost and risk involved. The target PUE
after implementation of these steps was 1.67, resulting in an annual energy saving of
$519,000 / year with an investment of $270,000 and therefore a simple payback of
around six months.

Case study 2:

The facility is a tier 3 data centre operating since 2008 with a 3MW IT load at the time
of the project in a 4,000m2 data hall area. The facility uses direct air side free
cooling technology. A detailed study of the data hall air performance and analysis of
fan control strategy and subsystem energy consumption was undertaken with the
operational team and opportunities for improvement identified. These included
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optimisation of fan control strategy and differential pressure set points and change of
UPS system operating mode. The starting PUE was 1.54 and the recommendations
identified steps to reduce this to 1.30, resulting in a €6.65m saving over 10 years with
no CAPEX investment. At the time of writing, many of the recommendations had
been implemented and the improved PUE was close to the target at 1.35.

4. Conclusions

Through analysis of data centre energy efficiency, opportunities for system
optimisation, implementation of best practice and energy reduction can be identified.
Practically every facility can implement changes to reduce the energy consumption of
the cooling systems, regardless of age. Many improvements can be put in place with
short payback periods of less than one year. Examining options through
engagement and collaboration with stakeholders allows a realistic target reduction to
be established along with the series of steps needed to reach it. Through the sharing
of experience, the process also helps to improve the knowledge of participants and
deliver cost reductions while managing risk. There is a strong business case for
applying this methodology to minimise data centre total cost of ownership.
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